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SUBSTANCE OR SPECTACLE?   

AI USE AND THE PERSONAL–SOCIETAL RISK WEDGE 

 

Abstract:  Public debate over artificial intelligence (“AI”) ranges between visions of 

mass labor displacement to the technology being overhyped—from substance to spectacle. 
Using Wave 119 of the Pew Research Center’s American Trends Panel, I document a large 

spread between how workers assess AI’s impact on others and on themselves: nearly three-
in-four workers are concerned about workers generally but only one-in-three translate that 

worry into personal concern, less than half.  Yet, heavy AI users translate societal concern 

into personal concern markedly more than light users with no change in the level of social 
concern.  The workers best placed to dismiss AI as spectacle instead judge it substance for 

themselves, suggesting the comfortable gap between social and personal exposure most 
workers keep today is a lagging indicator, held in place by inexperience rather than by any 

durable fact about their exposure.    

I. Introduction 

Whether artificial intelligence (“AI”) is a force that will remake the economy or a fascination 
that will not live up to its billing is, at present, genuinely unsettled.  One camp forecasts a labor 
cataclysm—occupations automated, workers displaced at a scale to rival the great 
mechanizations of the past.1  Another holds that the technology is oversold; it is brittle where it 

 

1 For the displacement view, see C.B. Frey and M.A. Osborne, The Future of Employment:  How Susceptible are Jobs 
to Computerisation? 114 TECHNOLOGICAL FORECASTING AND SOCIAL CHANGE 254–280 (2017); D. Acemoglu and P. 
Restrepo, Robots and Jobs:  Evidence from US Labor Markets, 128 JOURNAL OF POLITICAL ECONOMY 2188–2244 (2020); and T. 

Eloundou, S. Manning, P. Mishkin and D. Rock, GPTs are GPTs: Labor Market Impact Potential of LLMs, 384 SCIENCE 1306-
1308 (2024). 
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counts, thin on returns, and a revolution that has yet to surface in the productivity statistics.2  
Serious people sit on each side of the debate.  For the ordinary worker, watching from outside, 
the question of whether AI is substance or spectacle is simply open. 

When asked about on AI’s impact on workers generally, large majorities call it major, so the 
alarm has landed.  Yet, when pressed on its impact on themselves, the same workers hesitate.  In 
Wave 119 of the Pew Research Center’s American Trends Panel, among employed adults roughly 
three in four expected a major impact on workers at large, but only about a third expected one on 
their own work.  Personal concern runs at less than half of societal concern.  The worker has 
accepted the verdict about the economy while declining to render one about herself—and not 
unreasonably, for she often has no firsthand basis on which to judge whether, for her particular 
tasks, AI is substance or spectacle. 

It is tempting to characterize this wedge as optimism bias but doing so requires knowing that 
the worker is wrong to discount her exposure; that is, that her true personal risk is close to the 
societal rate.  But true personal risk is yet to be observed and one cannot benchmark against an 
unobserved truth.  This wedge between social and personal risk may be benign and not bias, with 
workers correctly reporting genuinely lower personal exposure.  Or, there may be a cognitive 
explanation, in which something in how people assess their own prospects holds personal 
concern down.  The level cannot tell the two apart. 

What the data can identify is not the level but how the societal-to-personal translation rate 
responds when a worker is in a position to judge the technology for herself.  A heavy AI user, 
unlike the bystander or casual user, has formed a working view of what AI can and cannot do, 
and has in effect answered the substance-or-spectacle question for her own case.  There are (at 
least) three cognitive accounts of this societal-to-personal wedge.  If proximity makes the personal 
stakes tangible (salience), then the user who has watched AI work concludes it is serious enough 
to reach her, and the translation rate rises with use.  If instead the user seizes on the technology’s 
limits to reassure herself—I have used it, it cannot do my job—then the rate falls.  And if the self–
other discount is a fixed disposition, indifferent to anything the worker learns, then the rate does 
not move at all.  Using the Pew data, I aim to decide among the three. 

My finding is the first of these competing explanations.  Heavy users translate societal concern 
into personal concern markedly more than light users: the rate rises from about 0.41 among light 
users to about 0.51 among heavy users.  The translation rate is not an artifact of who uses AI; it is 
essentially unchanged, near 0.45, whether or not the model conditions on the observable traits 

 

2 For the skeptical view, see D. Acemoglu, The Simple Macroeconomics of AI, NBER Working Paper No. 32487 
(2024); and, on the lag between deployment and measured productivity, E. Brynjolfsson, D. Rock and C. Syverson, The 

Productivity J-Curve:  How Intangibles Complement General Purpose Technologies, 13 AMERICAN ECONOMIC JOURNAL:  
MACROECONOMICS 333–372 (2021). 
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that distinguish heavy from light users.  The workers best placed to dismiss AI as spectacle are 
the ones who instead conclude it is substance for them.  Familiarity does not breed comfort but 
brings the matter home, thus pointing to salience rather than to denial. 

II. Theoretical Framework 

For worker i, let p

ir  and s
ir denote perceived personal and societal AI risk to employment.  Let 

true personal risk as i id    , where di is the idiosyncratic reason a worker’s genuine exposure 

departs from the societal average, and let perceived societal risk track the truth with noise.  The 
estimating relation is, 

p s
i i i ir r x      , (1) 

where the xi are covariates, i is a random disturbance term, and  is the translation rate.  If a 

worker expects AI to affect her as much as it affects workers generally, then  = 1, and so the 

wedge is 1 − .  Note that  is a description of how the two assessments co-vary; it is not a causal 
parameter.  Societal concern is a perception the worker forms alongside her personal one, not a 
treatment, and I make no claim that holding the first produces the second. 

The level of the wedge is not identified as bias, even if the 0.45 translation rates (on average) 

point in that direction.  Suppose a worker perceives her own risk perfectly, so that p

i ir   .  The 

regression slope is then the covariance of perceived personal and societal risk over the variance 
of societal risk, and this falls below one whenever genuine exposure heterogeneity is imperfectly 
correlated with the worker’s reading of societal risk.  In that case, a translation rate under unity 
is thus produced by perfectly accurate perception of heterogeneous exposure (i.e., no bias).  

Because i is never observed, the wedge (1 – ) confounds true exposure heterogeneity with any 

cognitive discount, and the two cannot be separated from the level of .  The level of the wedge, 
in short, identifies no mechanism to explain it. 

The conditional response of the translation rate, however, survives.  Let  depend on an 
observable hi indexing the salience of personal risk, which here is the worker’s hands-on 
engagement with AI:   

0( )i ih h      (2) 

so the relationship of interest is  = /h, which is a comparison of how responsive personal 
perception is to societal perception across engagement levels, and it requires no knowledge of 

unobserved true exposure.  So even though the level 0 cannot be read as bias, the way the 
translation rate shifts with engagement can be, because the competing mechanisms make 
different predictions for its sign.   
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Heavy use is not randomly assigned. A causal interpretation of , given the cross-sectional 
data, rests on conditional ignorability (selection on observables)—the assumption that once the 
observed covariates are accounted for, heavy use is unrelated to whatever else moves the 
translation rate.3  Following the practice that Imbens and Xu (2025) distill from four decades of 
work since LaLonde (1986), ensure overlap between the treatment and comparison groups and 
reweight to balance, conditioning is enforced by two means:  regression adjustment and entropy 
balancing of the covariate distribution across heavy and light users.4  The regression adjusts for 
the exposure and demographic characteristics directly, and the entropy balancing weights 
balance the full covariate distribution between heavy and light users, so the two groups are 
comparable on the observed factors.  Zhao and Percival (2017) show that entropy balancing is 
doubly robust, consistent if either the balancing or the outcome model is correctly specified.5  

Accepting conditional ignorability, the resulting  is the causal effect of heavy use on the rate at 
which workers translate societal concern into personal concern, or the average treatment effect 
on the treated.  The conditional ignorability assumption, however, is not testable; it fails when 
heavy and light users differ on unobserved traits that also shape the translation rate.    

A. Three Competing Mechanisms 

Three cognitive accounts can each produce a wedge, indecipherable by the level of the wedge 
which respondents share.  What separates them is how the translation rate responds to 

engagement (the sign of ) and on that they make mutually exclusive predictions.  Each is, in 
effect, a different answer to a single question: what happens to personal concern when a worker 
acquires, through use, the standing to judge whether AI is substance or spectacle. 

The first account is salience.  A long line of work holds that the weight a person places on a 
risk depends not only on its magnitude but on its cognitive accessibility—how readily it comes 
to mind.  Tversky and Kahneman’s (1973) availability heuristic established that people judge 
likelihood by the ease with which instances are brought to mind, so risks that are vivid, recent, 
or personally experienced are overweighted relative to those that are abstract or merely 

 

3  J.D. Angrist and J. Pischke, MOSTLY HARMLESS ECONOMETRICS (2009). 

4  G. Imbens and Y. Xu, Comparing Experimental and Nonexperimental Methods: What Lessons Have We Learned Four 
Decades after LaLonde (1986)?, 39 JOURNAL OF ECONOMIC LITERATURE 173-202 (2025); R.J. LaLonde, Evaluating the 
Econometric Evaluations of Training Programs with Experimental Data, 76 AMERICAN ECONOMIC REVIEW 604–20 (1986).  

5  Q. Zhao and D. Percival, Entropy Balancing is Doubly Robust, 5 JOURNAL OF CAUSAL INFERENCE 1-19 (2017); 
J. Hainmueller, Entropy Balancing for Causal Effects:  A Multivariate Reweighting Method to Produce Balanced Samples in 
Observational Studies, 20 POLITICAL ANALYSIS 25–46 (2012).  On the specification search that attends propensity-score 

matching, see G. King and R. Nielsen, Why Propensity Scores Should Not be Used for Matching, 27 POLITICAL ANALYSIS 435–
454 (2019).   
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statistical.6  Chetty, Looney, and Kroft (2009) carried the idea into a market setting, showing that 
a cost made less salient—a tax taken out of the posted price—receives systematically less weight 
in behavior, a departure from full-information optimization that is observationally similar to bias 
but mechanically distinct from it.7  The salience theory of Bordalo, Gennaioli, and Shleifer (2012) 
generalizes the mechanism:  attention is drawn to the salient attributes of an option, and decision 
weights are distorted toward them.8  The “risk as feelings” and experiential-processing literatures 
show that affectively concrete, personally vivid risks are both processed differently from and 
weighted more heavily than analytically described ones.9   

Applied to artificial intelligence, the asymmetry is built into the information environment:  
public discourse, news coverage, and survey framing all warn of aggregate displacement, while 
personal exposure stays abstract for the typical worker, who has no concrete sense of how the 
technology would reach her own tasks.  Societal risk is the more salient of the two, and a wedge 
follows.  Yet, a worker who uses AI directly has a concrete reference; she has seen what the tools 
do, and the substance-or-spectacle question is no longer abstract.  Salience predicts that this 

proximity raises the salience of personal risk, thus narrowing the wedge:   > 0. 

The second account is motivated reasoning, whereby people do not weigh evidence neutrally, 
but process it toward conclusions they are motivated to reach, holding welcome propositions to 
a lax evidentiary standard and unwelcome ones to a strict one.10  In economics the same impulse 
appears as motivated or optimal beliefs:  because beliefs themselves enter utility—through 
anticipatory feelings, self-image, or the motivation to act—agents optimally bend them away 
from the evidence, accepting worse decisions in exchange for the hedonic return on a more 
comfortable belief.11  The result is an optimism bias in which people absorb good news about their 

 

6 A. Tversky and D. Kahneman, Availability:  A Heuristic for Judging Frequency and Probability, 5 COGNITIVE 

PSYCHOLOGY 207–232 (1973). 

7 R. Chetty, A. Looney and K. Kroft, Salience and Taxation:  Theory and Evidence, 99 AMERICAN ECONOMIC REVIEW 
1145–1177 (2009). 

8 P. Bordalo, N. Gennaioli and A. Shleifer, Salience Theory of Choice Under Risk, 127 QUARTERLY JOURNAL OF 

ECONOMICS 1243–1285 (2012). 

9 G.F. Loewenstein, E.U. Weber, C.K. Hsee and N. Welch, Risk as Feelings, 127 PSYCHOLOGICAL BULLETIN 267–
286 (2001); P. Slovic, Perception of Risk, 236 Science 280–285 (1987). 

10 Z. Kunda, The Case for Motivated Reasoning, 108 PSYCHOLOGICAL BULLETIN 480–498 (1990); P.H. Ditto and D.F. 
Lopez, Motivated Skepticism:  Use of Differential Decision Criteria for Preferred and Nonpreferred Conclusions, 63 JOURNAL OF 

PERSONALITY AND SOCIAL PSYCHOLOGY 568–584 (1992). 

11 R. Bénabou and J. Tirole, Mindful Economics:  The Production, Consumption, and Value of Beliefs, 30 JOURNAL OF 

ECONOMIC PERSPECTIVES 30(3), 141–164 (2016); M.K. Brunnermeier and J.A. Parker, Optimal Expectations, 95 AMERICAN 

ECONOMIC REVIEW 1092–1118 (2005). 
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own prospects more readily than bad.12  Here, motivated reasoning turns the heavy user’s 
knowledge against personal concern.  The very limits she has seen firsthand become the material 
for a reassuring verdict—”AI is spectacle, it cannot do my job”—and the motive to reach that 
verdict is strongest precisely where the threat is most vivid and immediate.  The workers most 
exposed to AI should then discount personal risk most, so motivated reasoning predicts that 

engagement widens the wedge:   < 0. 

The third account is a dispositional floor:  the stable tendency to see oneself as less exposed than 
others to AI regardless of one’s engagement with it.  Two research traditions describe it.  
Weinstein’s (1980) work on unrealistic optimism shows that people place their own odds of 
suffering negative events below the population average across a wide range of domains, and that 
the bias survives the provision of accurate base-rate information.13  Davison’s (1983) third-person 
effect documents the same self–other asymmetry for adverse influences in particular:  individuals 
reliably judge that persuasive or harmful forces act on others more than on themselves, a pattern 
confirmed across dozens of studies and generally attributed to a self-enhancement motive.14  Both 
traditions imply a wedge—personal perception below societal—but as a fixed property of self-
perception, not a response to anything about the worker’s situation.  The two traditions coincide: 
the wedge each produces is constant, unmoved by engagement.  The dispositional floor predicts 

 = 0, and it is the unidentified baseline against which the other two mechanisms are measured. 

The three predictions exhaust the sign of a single coefficient.  Salience pushes the translation 

rate up with engagement ( > 0), motivated reasoning pushes it down ( < 0), and the 

dispositional floor leaves it flat ( = 0).  One estimated interaction partitions the three, and the 
partition needs no benchmark of the unobservable truth—only the sign the data deliver. 

III.   Data 

The analysis uses Wave 119 of the Pew Research Center’s American Trends Panel, fielded 
December 12–18, 2022, a probability-based sample of U.S. adults with survey weights calibrated 
to American Community Survey benchmarks.  Employed respondents (6,442 of 11,004 
respondents) assessed AI’s impact over the next twenty years on workers generally and on 
themselves personally, each as a major, minor, or no impact, or not sure; “not sure” and missing 

 

12 T. Sharot, The Optimism Bias, 21 CURRENT BIOLOGY R941–R945 (2011). 

13 N.D. Weinstein, Unrealistic Optimism About Future Life Events, 39 JOURNAL OF PERSONALITY AND SOCIAL 

PSYCHOLOGY 806–820 (1980); N.D. Weinstein, Unrealistic Optimism About Susceptibility to Health Problems, 10 JOURNAL OF 

BEHAVIORAL MEDICINE 481–500 (1987). 

14 W.P. Davison, The Third-Person Effect in Communication, 47 PUBLIC OPINION QUARTERLY 1–15 (1983); Y. Sun, A. 
Pan and L. Shen, Understanding the Third-Person Perception:  Evidence from a Meta-Analysis. 58 JOURNAL OF 

COMMUNICATION 280–300 (2008); R.M. Perloff, Third-Person Effect Research 1983–1992: A Review and Synthesis. 5 
INTERNATIONAL JOURNAL OF PUBLIC OPINION RESEARCH 167–184 (1993). 
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responses are dropped (n = 1,033), and their distribution across predictors is indistinguishable 
from the analysis sample.  The personal-impact indicator rp equals one for a major personal 
impact; the societal indicator rs equals one for a major impact on workers generally.  Heavy AI 
use (hi) is an indicator for the two most frequent categories of a five-level use-frequency item—
using AI several times a day (n = 1,652) or almost constantly (n = 362).  The remaining covariates 
are industry of employment, age, household income, education, sex, race and ethnicity, rural 
residence, and census division, all indicators or categorical variables.  Missing values are handled 
by listwise deletion (n = 263), yielding 5,144 observations with complete data.   

Table 1.  Descriptive Statistics 

Variable Mean  Variable Mean 

rs (societal concern) 0.714  Industry  
rp (personal concern) 0.395     Hospitality 0.104 
h (heavy use) 0.351     Healthcare 0.157 
      Manufacturing 0.126 

Male 0.532     Retail 0.104 
Rural 0.222     Education 0.096 
College 0.749     Finance 0.076 
Income      Transportation 0.048 
   < 40,000 0.217     Government 0.077 

   40,000-59,999 0.176     Info-Technology 0.089 
   60,000-79,999 0.144     Professional 0.094 
   80,000-99,999 0.136     Other 0.028 
   ≥ 100,000 0.328  Census Division  
Age      New England 0.050 

   18-29 0.235     Mid Atlantic 0.124 
   30-49 0.443     East-North Central 0.141 
   50-64 0.265     West North Central 0.065 
   65+ 0.057     South Atlantic 0.200 
Race      East-South Central 0.048 

   White 0.611     West-South Central 0.120 
   Black 0.103     Mountain 0.094 
   Hispanic 0.170     Pacific 0.157 
   Asian 0.071    
   Other 0.045  Observations 5,145 
Weighted means using Pew-provided weight. 

     

Table 1 summarizes the means of each variable.  Although the covariates are reasonably well 
balanced across heavy and light users, with most standardized differences below 0.25, we 
entropy-balance the two groups to enforce covariate overlap and use the resulting weights in 
estimation.  Here the light users are reweighted so that their covariate distribution matches the 
survey-weighted distribution of the heavy users exactly, on every first moment; the balancing 
converged cleanly, driving every covariate standardized difference below 0.001.  Because the base 
weights are the Pew survey weights and the treated units are carried at those weights, the 
comparison targets the population of heavy AI users, and the estimand is the effect of heavy use 
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on the translation rate for that population—an average treatment effect on the treated under 
conditional ignorability and entropy balancing. 

IV. Results 

The estimating equation is a linear probability model, 

p s s
i i i i i i ir r r h h x          , (3) 

where hi is the heavy-use indicator and  having a causal interpretation (only) under conditional 
ignorability.  With the interaction in the model, the coefficient on rs is the light-user translation 
rate, not the population average; the population-average rate is recovered as the average marginal 

effect of rs and is reported as .  Table 2 presents four results.  Two equations are estimated using 
the survey weights and two with entropy balancing.  The first model excludes the hi variable and 
the second includes it.  Table 2 includes the summary results for both the Pew survey and entropy 
balancing.  Equation (3) is estimated as a Linear Probability Model, providing easily interpreted 
coefficients (the percentage point change when the indicator is on).  

Table 2.  Translation Rate and Heavy AI Use 

 Pew Survey Weights Entropy Balancing 

 (1) (2) (3) (4) 

Societal Concern, rs (θ₀) 0.430*** 
(25.94) 

0.387*** 
(18.57) 

0.455*** 
(27.26) 

0.400*** 
(19.26) 

Heavy AI Use (λ) … -0.012 
(-0.48) 

… 0.002 
(0.07) 

Interaction ()  … 0.120*** 
(3.55) 

… 0.103*** 
(3.03) 

θ (AME) 0.430 0.429 0.455 0.453 
Covariates Yes Yes Yes Yes 
Observations 5,145 5,145 5,145 5,145 
R-squared 0.217 0.225 0.183 0.232 
Notes: Linear Probability Model; dependent variable is major personal AI concern; robust t-statistics in 
parentheses. All models include covariates and vary by the inclusion of AI use intensity h and by weights. 
Translation rate θ (AME) is the average marginal effect of societal concern.  Statistical Significance: *** 1% , 
** 5%  * 10%.   

     

Primary interest here belongs not to the level but to the slope.  The interaction coefficient  is 
0.120 under survey weighting and 0.103 under entropy balancing, both statistically significant 
beyond the one-percent level, lifting the translation rate from about 0.49 among light users to 
about 0.59 among heavy users—a rate roughly one-fifth higher.  Heavy users translate societal 
concern into personal concern more completely.  Among workers who do not expect a major 

societal impact, heavy use does nothing to personal concern (  0).   
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Table 3.  Translation Rate by Group 

 h = 0 h = 1   

rs = 0 0.08623*** 0.08795***      0.00172 

rs = 1 0.48659*** 0.59118***      0.10459*** 

   =      0.10287*** 

Notes.  Average marginal effect of translation rate by grouping across 
rs and AI use intensity h. Statistical Significance: *** 1%, ** 5%  * 10%. 

    
Table 3 reports the predicted probability of major personal concern at each combination of 

societal concern (rs) and heavy AI use (h): the rows differ by where the worker stands on societal 
risk, the columns by whether he uses AI heavily.  Among workers who do not see a major societal 
impact (rs = 0), heavy use is inert—personal concern is 0.0862 for light users and 0.0880 for heavy 

users, a statistically insignificant difference of less than half a point ( = 0.0017, p = 0.94).  
Following Imbens and Xu’s (2025) emphasis on placebo validation, the rs = 0 cell serves as one: 
heavy use moves personal concern only where societal concern exists to be translated, and has no 
effect where it does not, which is the null an unconfounded engagement effect requires.15  Among 
workers who see a major societal impact (rs = 1), heavy use matters: personal concern rises from 

0.487 among light users to 0.591 among heavy users, roughly ten points ( = 0.1046, p < 0.001).  

The difference between these two differences is the interaction  = 0.1028 (p < 0.002); the 
engagement effect.  Heavy use does not manufacture personal concern where societal concern is 
absent; it converts societal concern into personal concern where that concern already exists.  

The sign is worth attention because the alternative (the null hypothesis) was not a straw man.  
Theoretically, there were three possibilities: salience pushes the translation rate up with 

engagement ( > 0), motivated reasoning pushes it down ( < 0), and the dispositional floor leaves it 

flat ( = 0).   The heavy user is exactly the worker equipped to call AI spectacle: she has seen the 
tools stumble, hallucinate, fall short of their billing, and improve rapidly, and a motivated-
reasoning account predicts she will use that knowledge to talk herself out of personal risk.  That 
she does the opposite—translating societal concern into personal concern more, not less—means 
the disillusioning side of experience was available and was not decisive.  Among the workers best 
positioned to judge, where AI use is more salient, the verdict of use is that AI is substance, and 
substance for them.  Familiarity breeds recognition (salience), not comfort (motivated reasoning). 

V. Summary of Covariates 

The control coefficients, reported for completeness in Table 4, describe which workers report 
more-or-less personal concern at a given level of societal concern; they shift the level of the wedge, 
not its slope, and so bear on description rather than on the mechanism of interest.  The null 

 

15  Imbens and Xu (2025), supra n. 4. 
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hypothesis of the redundancy of the covariates is soundly rejected (F = 5.24, p < 0.001).  Notably, 

whether covariates are included or excluded has little effect on the estimates of  or .  With 

covariates and entropy balancing the estimated average  is 0.453; without the covariates  is 

0.462.  Similarly,  moves from 0.103 to 0.098 when excluding the covariates.  Since the covariates 
were well balanced, the stability of the coefficients is expected.  

Table 4.  Covariate Coefficients 

Variable Mean  Variable Mean 

Male    0.016  Industry  

Rural   -0.047*     Hospitality … 
College   -0.004     Healthcare    0.048 
Income      Manufacturing    0.091** 
   < 40,000 …     Retail    0.069 
   40,000-59,999   -0.044     Education   -0.016 

   60,000-79,999   -0.065*     Finance    0.070 
   80,000-99,999   -0.022     Transportation    0.100* 
   ≥ 100,000   -0.026     Government    0.015 
Age      Info-Technology    0.157*** 
   18-29 …     Professional    0.022 

   30-49   -0.029     Other   -0.035 
   50-64   -0.095***  Census Division  
   65+   -0.200***     New England … 
Race      Mid Atlantic    0.035 
   White …     East-North Central    0.061 

   Black    0.115***     West North Central    0.082* 
   Hispanic    0.145***     South Atlantic    0.057 
   Asian    0.012     East-South Central    0.072 
   Other    0.109**     West-South Central    0.079* 
      Mountain    0.059 

      Pacific    0.093** 
Notes.  Coefficients on covariates; entropy balancing model (4). Statistical Significance: *** 1%, ** 5%  
* 10%. 

     

Three patterns stand out.  Personal concern falls steeply with age: relative to workers under 
thirty, those aged 50 to 64 are about ten percentage points less likely to report a major personal 
impact and those 65 and older about twenty points less, which is consistent with a shorter 
remaining horizon over which displacement could materialize.  Black and Hispanic workers 
report personal concern eleven to fifteen points above White workers at a given level of societal 
concern—consistent with their historically greater exposure to labor-market disruption.  Among 
industries, information technology stands out at about sixteen points above the reference sector, 
with manufacturing and transportation also elevated; the remaining sectors are statistically 
indistinguishable from the baseline.  Income, education, and sex carry no systematic relationship 
to personal concern; rural workers report marginally less; and the census-division effects are 
uniformly small and mostly positive relative to New England.  None of these covariates is the 
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focal point of the analysis; they enter as controls, absorbing compositional differences across 
workers so that the engagement slope is read within comparable groups. 

VI. Robustness and Caveats 

As a check on the primary result, I let every covariate—not only heavy use—carry its own 
translation slope, interacting each with societal concern.  This fully-interactive model saturates 
the model with moderation terms and strains the sample, so the individual covariate interactions 
are estimated with little power.  My question is whether the heavy-use gradient survives once 
every other characteristic is allowed to bend the slope.  It does.  The heavy-use interaction is 0.104 
(t = 3.18, p < 0.01), essentially unchanged from the parsimonious model, so no other covariate’s 
slope absorbs it.  This is the strongest evidence that heavy use, and not some correlate of it, is 
what moves the slope.  The covariate interactions themselves are, with few exceptions, 
statistically indistinguishable from zero, with a few exceptions: the oldest workers translate less 
steeply, with the 65-and-over slope significantly negative (-0.147, p = 0.043), consistent with a 
shortening labor-market horizon.  Also, the wedge is smaller for Hispanics (0.111, p = 0.06) and 
Other races (0.143, p = 0.035), approximately the same as heavy AI use.  Workers in the education 
industry have a larger wedge (-0.146, p = 0.025), but the information-technology slope is small 
and statistically zero (0.050, p = 0.49).  

The strongest alternative to a salience reading is occupational. Heavy users are 
disproportionately in jobs where AI is most likely to be deployed, so a steeper translation among 
them could reflect genuinely higher exposure rather than any cognitive effect.  Two features of 
the data blunt this interpretation.  The use measure is general engagement with the technology, 
not occupational deployment: heavy users span every sector, and the large majority work outside 
technology and professional services, so heavy use is at best a loose proxy for an AI-exposed job.  
And were the gradient driven by true exposure raising personal risk, it would lift personal 
concern across the board; instead the heavy-use main effect is zero and only the slope moves, 
which an exposure explanation can reproduce only by supposing exposure acts multiplicatively 
on societal perception.  That multiplicative-exposure channel is observationally close to salience 
and not separable from it with an eleven-category industry control; distinguishing the two would 
require task-level occupational exposure measures, which I leave to future work.  Also, heavy use 
moves personal concern only where societal concern exists to be translated, and has no effect 
where it does not (a placebo effect), consistent with the null hypothesis of an unconfounded 
engagement. 

A final word on what the estimates are and are not.  The translation rate  is a projection of 
one perception on another, not the effect of societal concern on personal concern; the two are 
assessments the same worker forms together, and we do not claim that holding the first produces 

the second.  The engagement gradient  is likewise an association with a causal interpretation 
hinging on conditional ignorability.  Entropy balancing removes the observable composition 
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differences between heavy and light users, which were small in any case, so the comparison is an 
average treatment effect on the treated under selection on observables.  Still, heavy use is not 
randomly assigned.  Workers who engage with AI may differ on unobservables that also shape 
how they map societal concern onto themselves, and a reverse channel—a worker who already 
connects the technology to her own work may for that reason use it more—cannot be ruled out 
with the data.  The result is modestly read as a robust, theory-predicted pattern in how 
perceptions co-move with engagement, consistent with salience and inconsistent with its rivals, 
rather than as the measured effect of a manipulation.   

VII. Conclusion 

Whether AI is substance or spectacle is, for now, a question the public cannot answer from 
the outside, and the wedge between societal and personal risk perception is what that 
unanswered question looks like in the data: workers accept the crowd’s verdict about the 
economy while withholding one about themselves.  The wedge is real and large, and at its level 
it is uninterpretable—a translation rate of less than half is equally consistent with a worker who 
is rationally discounting a risk he genuinely faces less and a worker who is comforting himself, 
and no benchmark exists to tell the two apart.  The identified object is not the level but its 
variation, and the variation decomposes the wedge into two parts:  (1) a flat floor, invariant to 
engagement; and (2) an engagement component, which is identified, signed, and robust. 

Workers who use AI heavily translate societal concern into personal concern at a markedly 
higher rate, with no change in the level of their societal concern.  The pattern is not an artifact of 
who uses AI:  the translation rate is the same, near 0.45, whether or not the model conditions on 
the observable traits that distinguish heavy users from light.  The sign is, in large part, the result.  
Salience predicts a positive slope, motivated reasoning a negative one, and a fixed trait none.  The 
data deliver a positive, robust, engagement-specific shift.  The best-equipped persons to dismiss 
AI as spectacle do not; experience moves them toward substance, and toward substance for 
themselves. 

The result, perhaps, is a peek into the future.  Since the gap closes with use, the comfortable 
distance most workers keep between “AI will change everyone’s work” and “AI will change 
mine” is a lagging indicator, held in place by inexperience rather than by any durable fact about 
their exposure.  The workers who already see the technology arriving at their own desks are not 
anomalies.  They are the rest of the workforce, just a bit early. 


